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Non-linear classifiers
Many of the classifiers we use are inherently linear, but not all 
data are linearly separable

So we can augment our  
linear classifiers! 

Cover’s theorem paraphrased:  
all data are linearly separable into two classes if you lift them to 
a sufficiently high dimension.
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Introspection

An introspective classifier is one which gives you !
a realistic estimate of uncertainty !

associated with a classification output
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(e) LogitBoost
Fig. 3: Normalised entropy histograms of the marginal probabilities for five classifiers trained on the road sign classes stop and lorries prohibited and
tested on 500 instances of the unseen class roadworks ahead. Higher normalised entropy implies more uncertainty in classifier output. Note that the mean
normalised entropy for the SE GPC is higher than that of the others.

entropy. This was an e↵ect consistently observed throughout
our experiments, which we attribute to the relatively gradual
decay of the estimated class posterior probabilities through
feature space often encountered far away from the decision
boundary. Features from an unseen class which are located
in feature space at a distance from the decision boundary
therefore only span a very narrow range of estimated class
posterior probabilities.

In order to mitigate any influences of the specific feature
set used and the specific training and test data selected we
repeated the above experiment across a number of random
dictionaries, data samples and unseen classes. Specifically,
for each of five di↵erent unseen classes, we perform ten
iterations of classifier training and testing with a random
dictionary and training and test datasets resampled for each
run. The results, presented in Table III, are consistent with
those in Figure 3 in that the GPCs tend to be more uncer-
tain while SVM and LogitBoost are more confident with
an often significantly narrower distribution of normalised
entropy values. The results in Table III indicate that the
gap in uncertainty between the di↵erent frameworks is more
pronounced for some unseen classes than for others. We
attribute this to the varying degree of similarity in feature
space between the unseen class and the classes in the training
set. A more in-depth analysis of this phenomenon remains
future work.

B. Introspection in Detection

We investigate the same classification frameworks as be-
fore on the task of tra�c light detection. To this end we use
the Tra�c Lights Recognition (TLR) dataset [31], which is
a sequence of colour images taken by a monocular camera
from a car driving through central Paris. The TLR dataset
comprises of just over 11,000 frames, where most of the
tra�c lights have been labeled with bounding boxes and
further metadata such as the status of the signal or whether
a particular label is ambiguous (e.g. the image su↵ers from
motion blur, the scale is inappropriate or a tra�c light is
facing the wrong way). A few tra�c lights have been omitted
altogether. As suggested by the authors of [31], we exclude
from our experiments any labels of class ambiguous or
yellow signal and any instances which are partially occluded.
We also remove any section of the sequence where the car
is stationary and the lights are not changing. We split the
dataset into two parts (at frame 7, 200 of 11, 178), with an
approximately equal number of remaining labels in each

Test Class Classifier Normalised Entropy
µ± std. err. �± std. err.

SE GPC 0.504 ± 1.92E-03 0.110 ± 9.35E-05
RBF SVM 0.313 ± 1.33E-04 0.012 ± 2.12E-06
Lin GPC 0.245 ± 9.34E-04 0.173 ± 9.19E-05
Lin SVM 0.106 ± 4.77E-04 0.107 ± 2.51E-04
Logit 0.015 ± 2.72E-05 0.009 ± 4.11E-05
SE GPC 0.487 ± 1.70E-03 0.139 ± 7.67E-05
RBF SVM 0.310 ± 1.13E-04 0.017 ± 3.72E-06
Lin GPC 0.286 ± 8.09E-04 0.179 ± 6.24E-05
Lin SVM 0.076 ± 3.72E-04 0.097 ± 2.43E-04
Logit 0.012 ± 1.79E-05 0.007 ± 1.27E-05
SE GPC 0.723 ± 4.91E-04 0.186 ± 1.59E-04
RBF SVM 0.306 ± 1.03E-04 0.095 ± 7.96E-05
Lin GPC 0.680 ± 4.75E-04 0.235 ± 1.11E-04
Lin SVM 0.634 ± 7.29E-04 0.267 ± 4.28E-05
Logit 0.021 ± 1.07E-04 0.031 ± 7.10E-04
SE GPC 0.804 ± 6.08E-04 0.163 ± 1.72E-04
RBF SVM 0.335 ± 1.43E-04 0.050 ± 1.26E-05
Lin GPC 0.811 ± 4.39E-04 0.184 ± 1.66E-04
Lin SVM 0.642 ± 3.24E-04 0.294 ± 9.19E-05
Logit 0.017 ± 3.62E-05 0.018 ± 2.06E-04
SE GPC 0.259 ± 2.36E-03 0.116 ± 1.37E-04
RBF SVM 0.255 ± 1.28E-04 0.027 ± 5.26E-06
Lin GPC 0.155 ± 9.27E-04 0.140 ± 2.61E-04
Lin SVM 0.043 ± 7.82E-05 0.059 ± 1.26E-04
Logit 0.007 ± 1.29E-07 0.007 ± 2.31E-05

TABLE III: Mean and standard deviation normalised entropies (including
standard errors) from ten iterations of classifier training and testing, each
with a randomly created dictionary and both training and test datasets
resampled. Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five di↵erent unseen classes
as shown.

part and with no physical tra�c lights in common. Positive
data are extracted as labeled. Negative background data are
extracted by sampling patches of random size and position
from scenes in the dataset while ensuring that the patches do
not overlap with positive instances. The data are then split
into training and test sets and classifiers are trained as before.

Again, we first verify the e�cacy of the features selected
and the training procedures employed. Table IV shows the
classification performance for classifiers trained on 1,000
examples and evaluated on a hold-out set of 2,000 data. For
completeness, Figure 4 shows the corresponding precision-
recall curve. As before, classification performance accord-
ing to conventional metrics is commensurate across all
frameworks. In Figure 5, however, we demonstrate how the
lack of introspection can impact classification performance
when accept/reject decisions are guided by classification
confidence. Specifically, we show the cumulative e↵ect of
accepting classifications below a given uncertainty threshold.
First we note that when classifications are accepted at any
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.

Li
ne

ar
 S

VM

10

Lorry Stop Roadworks Keep left

BDT

IVM

Linear  
GPC

Linear  
SVM

Logit 
Boost

Non-linear  
SVM

Non-linear  
GPC

Trained classes Unseen classes� �
0 0.5 1
0

5

10

15

20

70kph

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

5

10

15

20

25

Right ahead

0 0.5 1
0

50

100

150

0 0.5 1
0

5

10

15

20

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

50

100

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

10

20

30

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

0 0.5 1
0

5

10

15

20

0 0.5 1
0

50

100

150

0 0.5 1
0

10

20

30

40

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

50

100

150

0 0.5 1
0

10

20

30

40

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

5

10

15

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

10

20

30

0 0.5 1
0

50

100

150

0 0.5 1
0

5

10

15

20

0 0.5 1
0

50

100

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

10

20

30

40

0 0.5 1
0

10

20

30

40

0 0.5 1
0

50

100

150

0 0.5 1
0

50

100

0 0.5 1
0

20

40

60

0 0.5 1
0

50

100

Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 3: Normalised entropy histograms of the marginal probabilities for five classifiers trained on the road sign classes stop and lorries prohibited and
tested on 500 instances of the unseen class roadworks ahead. Higher normalised entropy implies more uncertainty in classifier output. Note that the mean
normalised entropy for the SE GPC is higher than that of the others.

entropy. This was an e↵ect consistently observed throughout
our experiments, which we attribute to the relatively gradual
decay of the estimated class posterior probabilities through
feature space often encountered far away from the decision
boundary. Features from an unseen class which are located
in feature space at a distance from the decision boundary
therefore only span a very narrow range of estimated class
posterior probabilities.

In order to mitigate any influences of the specific feature
set used and the specific training and test data selected we
repeated the above experiment across a number of random
dictionaries, data samples and unseen classes. Specifically,
for each of five di↵erent unseen classes, we perform ten
iterations of classifier training and testing with a random
dictionary and training and test datasets resampled for each
run. The results, presented in Table III, are consistent with
those in Figure 3 in that the GPCs tend to be more uncer-
tain while SVM and LogitBoost are more confident with
an often significantly narrower distribution of normalised
entropy values. The results in Table III indicate that the
gap in uncertainty between the di↵erent frameworks is more
pronounced for some unseen classes than for others. We
attribute this to the varying degree of similarity in feature
space between the unseen class and the classes in the training
set. A more in-depth analysis of this phenomenon remains
future work.

B. Introspection in Detection

We investigate the same classification frameworks as be-
fore on the task of tra�c light detection. To this end we use
the Tra�c Lights Recognition (TLR) dataset [31], which is
a sequence of colour images taken by a monocular camera
from a car driving through central Paris. The TLR dataset
comprises of just over 11,000 frames, where most of the
tra�c lights have been labeled with bounding boxes and
further metadata such as the status of the signal or whether
a particular label is ambiguous (e.g. the image su↵ers from
motion blur, the scale is inappropriate or a tra�c light is
facing the wrong way). A few tra�c lights have been omitted
altogether. As suggested by the authors of [31], we exclude
from our experiments any labels of class ambiguous or
yellow signal and any instances which are partially occluded.
We also remove any section of the sequence where the car
is stationary and the lights are not changing. We split the
dataset into two parts (at frame 7, 200 of 11, 178), with an
approximately equal number of remaining labels in each

Test Class Classifier Normalised Entropy
µ± std. err. �± std. err.

SE GPC 0.504 ± 1.92E-03 0.110 ± 9.35E-05
RBF SVM 0.313 ± 1.33E-04 0.012 ± 2.12E-06
Lin GPC 0.245 ± 9.34E-04 0.173 ± 9.19E-05
Lin SVM 0.106 ± 4.77E-04 0.107 ± 2.51E-04
Logit 0.015 ± 2.72E-05 0.009 ± 4.11E-05
SE GPC 0.487 ± 1.70E-03 0.139 ± 7.67E-05
RBF SVM 0.310 ± 1.13E-04 0.017 ± 3.72E-06
Lin GPC 0.286 ± 8.09E-04 0.179 ± 6.24E-05
Lin SVM 0.076 ± 3.72E-04 0.097 ± 2.43E-04
Logit 0.012 ± 1.79E-05 0.007 ± 1.27E-05
SE GPC 0.723 ± 4.91E-04 0.186 ± 1.59E-04
RBF SVM 0.306 ± 1.03E-04 0.095 ± 7.96E-05
Lin GPC 0.680 ± 4.75E-04 0.235 ± 1.11E-04
Lin SVM 0.634 ± 7.29E-04 0.267 ± 4.28E-05
Logit 0.021 ± 1.07E-04 0.031 ± 7.10E-04
SE GPC 0.804 ± 6.08E-04 0.163 ± 1.72E-04
RBF SVM 0.335 ± 1.43E-04 0.050 ± 1.26E-05
Lin GPC 0.811 ± 4.39E-04 0.184 ± 1.66E-04
Lin SVM 0.642 ± 3.24E-04 0.294 ± 9.19E-05
Logit 0.017 ± 3.62E-05 0.018 ± 2.06E-04
SE GPC 0.259 ± 2.36E-03 0.116 ± 1.37E-04
RBF SVM 0.255 ± 1.28E-04 0.027 ± 5.26E-06
Lin GPC 0.155 ± 9.27E-04 0.140 ± 2.61E-04
Lin SVM 0.043 ± 7.82E-05 0.059 ± 1.26E-04
Logit 0.007 ± 1.29E-07 0.007 ± 2.31E-05

TABLE III: Mean and standard deviation normalised entropies (including
standard errors) from ten iterations of classifier training and testing, each
with a randomly created dictionary and both training and test datasets
resampled. Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five di↵erent unseen classes
as shown.

part and with no physical tra�c lights in common. Positive
data are extracted as labeled. Negative background data are
extracted by sampling patches of random size and position
from scenes in the dataset while ensuring that the patches do
not overlap with positive instances. The data are then split
into training and test sets and classifiers are trained as before.

Again, we first verify the e�cacy of the features selected
and the training procedures employed. Table IV shows the
classification performance for classifiers trained on 1,000
examples and evaluated on a hold-out set of 2,000 data. For
completeness, Figure 4 shows the corresponding precision-
recall curve. As before, classification performance accord-
ing to conventional metrics is commensurate across all
frameworks. In Figure 5, however, we demonstrate how the
lack of introspection can impact classification performance
when accept/reject decisions are guided by classification
confidence. Specifically, we show the cumulative e↵ect of
accepting classifications below a given uncertainty threshold.
First we note that when classifications are accepted at any
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.

IV
M

10

Lorry Stop Roadworks Keep left

BDT

IVM

Linear  
GPC

Linear  
SVM

Logit 
Boost

Non-linear  
SVM

Non-linear  
GPC

Trained classes Unseen classes� �
0 0.5 1
0

5

10

15

20

70kph

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

5

10

15

20

25

Right ahead

0 0.5 1
0

50

100

150

0 0.5 1
0

5

10

15

20

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

50

100

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

10

20

30

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

20

40

60

80

0 0.5 1
0

5

10

15

20

0 0.5 1
0

50

100

150

0 0.5 1
0

10

20

30

40

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

10

20

30

40

50

0 0.5 1
0

50

100

150

0 0.5 1
0

10

20

30

40

0 0.5 1
0

20

40

60

80

100

0 0.5 1
0

5

10

15

0 0.5 1
0

5

10

15

20

25

0 0.5 1
0

10

20

30

0 0.5 1
0

50

100

150

0 0.5 1
0

5

10

15

20

0 0.5 1
0

50

100

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

50

100

150

200

0 0.5 1
0

10

20

30

40

0 0.5 1
0

10

20

30

40

0 0.5 1
0

50

100

150

0 0.5 1
0

50

100

0 0.5 1
0

20

40

60

0 0.5 1
0

50

100

Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 4: Normalised entropy histograms (frequency vs NE) of the marginal probabilities for a variety of classifiers trained on
the road sign classes stop and lorries prohibited and tested on 200 instances of the unseen classes roadworks ahead and keep
left. Higher normalised entropy implies more uncertainty in classifier output, so we expect the classifiers to be certain (low
NE) on the trained classes and uncertain (high NE) for the unseen classes.
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Fig. 3: Normalised entropy histograms of the marginal probabilities for five classifiers trained on the road sign classes stop and lorries prohibited and
tested on 500 instances of the unseen class roadworks ahead. Higher normalised entropy implies more uncertainty in classifier output. Note that the mean
normalised entropy for the SE GPC is higher than that of the others.

entropy. This was an e↵ect consistently observed throughout
our experiments, which we attribute to the relatively gradual
decay of the estimated class posterior probabilities through
feature space often encountered far away from the decision
boundary. Features from an unseen class which are located
in feature space at a distance from the decision boundary
therefore only span a very narrow range of estimated class
posterior probabilities.

In order to mitigate any influences of the specific feature
set used and the specific training and test data selected we
repeated the above experiment across a number of random
dictionaries, data samples and unseen classes. Specifically,
for each of five di↵erent unseen classes, we perform ten
iterations of classifier training and testing with a random
dictionary and training and test datasets resampled for each
run. The results, presented in Table III, are consistent with
those in Figure 3 in that the GPCs tend to be more uncer-
tain while SVM and LogitBoost are more confident with
an often significantly narrower distribution of normalised
entropy values. The results in Table III indicate that the
gap in uncertainty between the di↵erent frameworks is more
pronounced for some unseen classes than for others. We
attribute this to the varying degree of similarity in feature
space between the unseen class and the classes in the training
set. A more in-depth analysis of this phenomenon remains
future work.

B. Introspection in Detection

We investigate the same classification frameworks as be-
fore on the task of tra�c light detection. To this end we use
the Tra�c Lights Recognition (TLR) dataset [31], which is
a sequence of colour images taken by a monocular camera
from a car driving through central Paris. The TLR dataset
comprises of just over 11,000 frames, where most of the
tra�c lights have been labeled with bounding boxes and
further metadata such as the status of the signal or whether
a particular label is ambiguous (e.g. the image su↵ers from
motion blur, the scale is inappropriate or a tra�c light is
facing the wrong way). A few tra�c lights have been omitted
altogether. As suggested by the authors of [31], we exclude
from our experiments any labels of class ambiguous or
yellow signal and any instances which are partially occluded.
We also remove any section of the sequence where the car
is stationary and the lights are not changing. We split the
dataset into two parts (at frame 7, 200 of 11, 178), with an
approximately equal number of remaining labels in each

Test Class Classifier Normalised Entropy
µ± std. err. �± std. err.

SE GPC 0.504 ± 1.92E-03 0.110 ± 9.35E-05
RBF SVM 0.313 ± 1.33E-04 0.012 ± 2.12E-06
Lin GPC 0.245 ± 9.34E-04 0.173 ± 9.19E-05
Lin SVM 0.106 ± 4.77E-04 0.107 ± 2.51E-04
Logit 0.015 ± 2.72E-05 0.009 ± 4.11E-05
SE GPC 0.487 ± 1.70E-03 0.139 ± 7.67E-05
RBF SVM 0.310 ± 1.13E-04 0.017 ± 3.72E-06
Lin GPC 0.286 ± 8.09E-04 0.179 ± 6.24E-05
Lin SVM 0.076 ± 3.72E-04 0.097 ± 2.43E-04
Logit 0.012 ± 1.79E-05 0.007 ± 1.27E-05
SE GPC 0.723 ± 4.91E-04 0.186 ± 1.59E-04
RBF SVM 0.306 ± 1.03E-04 0.095 ± 7.96E-05
Lin GPC 0.680 ± 4.75E-04 0.235 ± 1.11E-04
Lin SVM 0.634 ± 7.29E-04 0.267 ± 4.28E-05
Logit 0.021 ± 1.07E-04 0.031 ± 7.10E-04
SE GPC 0.804 ± 6.08E-04 0.163 ± 1.72E-04
RBF SVM 0.335 ± 1.43E-04 0.050 ± 1.26E-05
Lin GPC 0.811 ± 4.39E-04 0.184 ± 1.66E-04
Lin SVM 0.642 ± 3.24E-04 0.294 ± 9.19E-05
Logit 0.017 ± 3.62E-05 0.018 ± 2.06E-04
SE GPC 0.259 ± 2.36E-03 0.116 ± 1.37E-04
RBF SVM 0.255 ± 1.28E-04 0.027 ± 5.26E-06
Lin GPC 0.155 ± 9.27E-04 0.140 ± 2.61E-04
Lin SVM 0.043 ± 7.82E-05 0.059 ± 1.26E-04
Logit 0.007 ± 1.29E-07 0.007 ± 2.31E-05

TABLE III: Mean and standard deviation normalised entropies (including
standard errors) from ten iterations of classifier training and testing, each
with a randomly created dictionary and both training and test datasets
resampled. Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five di↵erent unseen classes
as shown.

part and with no physical tra�c lights in common. Positive
data are extracted as labeled. Negative background data are
extracted by sampling patches of random size and position
from scenes in the dataset while ensuring that the patches do
not overlap with positive instances. The data are then split
into training and test sets and classifiers are trained as before.

Again, we first verify the e�cacy of the features selected
and the training procedures employed. Table IV shows the
classification performance for classifiers trained on 1,000
examples and evaluated on a hold-out set of 2,000 data. For
completeness, Figure 4 shows the corresponding precision-
recall curve. As before, classification performance accord-
ing to conventional metrics is commensurate across all
frameworks. In Figure 5, however, we demonstrate how the
lack of introspection can impact classification performance
when accept/reject decisions are guided by classification
confidence. Specifically, we show the cumulative e↵ect of
accepting classifications below a given uncertainty threshold.
First we note that when classifications are accepted at any
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vs

10

Parameter TLR DP KITTI
Cropped image height 30 96 26
Cropped image width 12 48 32
HOG cell size n/a 10 5
N. of orientations n/a 5 5
Final feature dimension 200 950 570

TABLE II: The parameters for the features for the TLR
(using Torralba features) and the Daimler Pedestrian (DP)
and KITTI data sets (using HOG features).

Training data Test data
Data set Positives Negatives Positives Negatives
TLR 50 500 1000 10000
DP 100 1000 1000 10000
KITTI 50 500 1000 10000

TABLE III: The number of training and test data of each
class used for the detection experiments

Test Class Classifier Normalised Entropy
µ± std. err. �± std. err.

IVM 0.776 ± 0.081 0.145 ± 0.030
Non-linear GPC 0.751 ± 0.087 0.152 ± 0.029
Linear GPC 0.776 ± 0.108 0.150 ± 0.041
Non-linear SVM 0.476 ± 0.101 0.089 ± 0.056
Linear SVM 0.664 ± 0.122 0.250 ± 0.041
LogitBoost 0.019 ± 0.025 0.041 ± 0.073
IVM 0.794 ± 0.117 0.106 ± 0.026
Non-linear GPC 0.779 ± 0.124 0.107 ± 0.024
Linear GPC 0.777 ± 0.202 0.124 ± 0.058
Non-linear SVM 0.537 ± 0.126 0.028 ± 0.036
Linear SVM 0.494 ± 0.239 0.222 ± 0.049
LogitBoost 0.016 ± 0.022 0.031 ± 0.059
IVM 0.539 ± 0.140 0.173 ± 0.023
Non-linear GPC 0.546 ± 0.144 0.168 ± 0.023
Linear GPC 0.569 ± 0.166 0.177 ± 0.026
Non-linear SVM 0.407 ± 0.077 0.076 ± 0.053
Linear SVM 0.315 ± 0.195 0.197 ± 0.058
LogitBoost 0.008 ± 0.004 0.012 ± 0.026
IVM 0.579 ± 0.133 0.137 ± 0.020
Non-linear GPC 0.577 ± 0.130 0.136 ± 0.019
Linear GPC 0.585 ± 0.188 0.151 ± 0.029
Non-linear SVM 0.488 ± 0.111 0.039 ± 0.034
Linear SVM 0.177 ± 0.127 0.155 ± 0.056
LogitBoost 0.014 ± 0.019 0.030 ± 0.056
IVM 0.931 ± 0.025 0.080 ± 0.026
Non-linear GPC 0.934 ± 0.021 0.079 ± 0.023
Linear GPC 0.925 ± 0.031 0.085 ± 0.027
Non-linear SVM 0.641 ± 0.168 0.100 ± 0.047
Linear SVM 0.705 ± 0.142 0.212 ± 0.049
LogitBoost 0.059 ± 0.103 0.077 ± 0.127

TABLE V: Mean and standard deviation of normalised
entropies (including standard errors) from 40 iterations of
classifier training and testing, each with a randomly created
dictionary and both training and test datasets resampled.
Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five di↵erent
unseen classes as shown.

unseen classes. Specifically, for each of five di↵erent unseen
classes, we perform forty iterations of classifier training and
testing with a random dictionary and training and test datasets
resampled for each run. The results, presented in Table V,
are consistent with those in Figure 4 in that the GPCs tend
to be more consistently uncertain while SVM and LogitBoost
are more confident with an often significantly narrower distri-
bution of normalised entropy values. The results in Table V
indicate that the gap in uncertainty between the di↵erent
frameworks is more pronounced for some unseen classes than
for others. We attribute this to the varying degree of similarity
in feature space between the unseen class and the classes and
the training set.

D. Introspection in Detection

We investigate the same classification frameworks as before
on various detection tasks, which each have a salient positive
class and a broad background class. We evaluate the classifiers
on three data sets: TLR (tra�c lights), Daimler Pedestrian, and
KITTI (cars).

As with the classification task, we first verify the e�cacy
of the features selected and the training procedures employed.
Table 5 shows the classification performance for classifiers
trained the amount of data shown in Table III. Figure 6 shows
the corresponding precision-recall curves. The detection task,
having a varied background task, is more challenging than the
classification task. Classification performance according to the
conventional metrics is commensurate across all frameworks.
The non-linear SVM performs best in terms of F1 measure
by having a superior recall, but often at the expense of
precision. The GPC-based classifiers all have commensurate
performance.

In Figures 7, 8, and 9 we demonstrate how the lack
of introspection can impact classification performance when
accept/reject decisions are determined by classification confi-
dence, with one graph per data set. Specifically, we show the
cumulative e↵ect of accepting classifications below a given
uncertainty threshold. First we note that when classifications
are accepted at any level of uncertainty (i.e. up to and including
unity normalised entropy) we get values which correspond to
those in Table 5. It is desirable for a classifier to be close
to the top left hand corner of the graphs pertaining to true
classifications (top row) and close to the bottom right of
the graphs pertaining to false classifications (bottom row).
This would correspond to making true classifications with low
uncertainty (high confidence) and making incorrect decisions
with high uncertainty.

Although the SVMs and LogitBoost classifiers generally
make true positive and true negative classifications with higher
certainty (i.e. low normalised entropy) than for the GPC
variants, they are also more confident when making mistakes
(an example of this is also shown in Fig. 1).

The GPC-based classifiers (IVM, non-linear and linear
GPCs) behave very similarly to each other, and perform the
best in terms of making mistakes with very high uncertainty.
The price paid for this more realistic assessment of the
classification output is a reduction in correct classifications
above the normalised entropy threshold. Note that this does
not mean that subsequent samples are misclassified. It only
implies that some other remedial action might be taken —
for example obtaining label confirmation from a human or
gathering otherwise additional data to aid disambiguation.

The DP and KITTI data sets are noticeably more challeng-
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Parameter TLR DP KITTI
Cropped image height 30 96 26
Cropped image width 12 48 32
HOG cell size n/a 10 5
N. of orientations n/a 5 5
Final feature dimension 200 950 570

TABLE II: The parameters for the features for the TLR
(using Torralba features) and the Daimler Pedestrian (DP)
and KITTI data sets (using HOG features).

Training data Test data
Data set Positives Negatives Positives Negatives
TLR 50 500 1000 10000
DP 100 1000 1000 10000
KITTI 50 500 1000 10000

TABLE III: The number of training and test data of each
class used for the detection experiments

Test Class Classifier Normalised Entropy
µ± std. err. �± std. err.

IVM 0.776 ± 0.081 0.145 ± 0.030
Non-linear GPC 0.751 ± 0.087 0.152 ± 0.029
Linear GPC 0.776 ± 0.108 0.150 ± 0.041
Non-linear SVM 0.476 ± 0.101 0.089 ± 0.056
Linear SVM 0.664 ± 0.122 0.250 ± 0.041
LogitBoost 0.019 ± 0.025 0.041 ± 0.073
IVM 0.794 ± 0.117 0.106 ± 0.026
Non-linear GPC 0.779 ± 0.124 0.107 ± 0.024
Linear GPC 0.777 ± 0.202 0.124 ± 0.058
Non-linear SVM 0.537 ± 0.126 0.028 ± 0.036
Linear SVM 0.494 ± 0.239 0.222 ± 0.049
LogitBoost 0.016 ± 0.022 0.031 ± 0.059
IVM 0.539 ± 0.140 0.173 ± 0.023
Non-linear GPC 0.546 ± 0.144 0.168 ± 0.023
Linear GPC 0.569 ± 0.166 0.177 ± 0.026
Non-linear SVM 0.407 ± 0.077 0.076 ± 0.053
Linear SVM 0.315 ± 0.195 0.197 ± 0.058
LogitBoost 0.008 ± 0.004 0.012 ± 0.026
IVM 0.579 ± 0.133 0.137 ± 0.020
Non-linear GPC 0.577 ± 0.130 0.136 ± 0.019
Linear GPC 0.585 ± 0.188 0.151 ± 0.029
Non-linear SVM 0.488 ± 0.111 0.039 ± 0.034
Linear SVM 0.177 ± 0.127 0.155 ± 0.056
LogitBoost 0.014 ± 0.019 0.030 ± 0.056
IVM 0.931 ± 0.025 0.080 ± 0.026
Non-linear GPC 0.934 ± 0.021 0.079 ± 0.023
Linear GPC 0.925 ± 0.031 0.085 ± 0.027
Non-linear SVM 0.641 ± 0.168 0.100 ± 0.047
Linear SVM 0.705 ± 0.142 0.212 ± 0.049
LogitBoost 0.059 ± 0.103 0.077 ± 0.127

TABLE V: Mean and standard deviation of normalised
entropies (including standard errors) from 40 iterations of
classifier training and testing, each with a randomly created
dictionary and both training and test datasets resampled.
Results are presented for classifiers trained on the road sign
classes stop and lorries prohibited and tested on five di↵erent
unseen classes as shown.

unseen classes. Specifically, for each of five di↵erent unseen
classes, we perform forty iterations of classifier training and
testing with a random dictionary and training and test datasets
resampled for each run. The results, presented in Table V,
are consistent with those in Figure 4 in that the GPCs tend
to be more consistently uncertain while SVM and LogitBoost
are more confident with an often significantly narrower distri-
bution of normalised entropy values. The results in Table V
indicate that the gap in uncertainty between the di↵erent
frameworks is more pronounced for some unseen classes than
for others. We attribute this to the varying degree of similarity
in feature space between the unseen class and the classes and
the training set.

D. Introspection in Detection

We investigate the same classification frameworks as before
on various detection tasks, which each have a salient positive
class and a broad background class. We evaluate the classifiers
on three data sets: TLR (tra�c lights), Daimler Pedestrian, and
KITTI (cars).

As with the classification task, we first verify the e�cacy
of the features selected and the training procedures employed.
Table 5 shows the classification performance for classifiers
trained the amount of data shown in Table III. Figure 6 shows
the corresponding precision-recall curves. The detection task,
having a varied background task, is more challenging than the
classification task. Classification performance according to the
conventional metrics is commensurate across all frameworks.
The non-linear SVM performs best in terms of F1 measure
by having a superior recall, but often at the expense of
precision. The GPC-based classifiers all have commensurate
performance.

In Figures 7, 8, and 9 we demonstrate how the lack
of introspection can impact classification performance when
accept/reject decisions are determined by classification confi-
dence, with one graph per data set. Specifically, we show the
cumulative e↵ect of accepting classifications below a given
uncertainty threshold. First we note that when classifications
are accepted at any level of uncertainty (i.e. up to and including
unity normalised entropy) we get values which correspond to
those in Table 5. It is desirable for a classifier to be close
to the top left hand corner of the graphs pertaining to true
classifications (top row) and close to the bottom right of
the graphs pertaining to false classifications (bottom row).
This would correspond to making true classifications with low
uncertainty (high confidence) and making incorrect decisions
with high uncertainty.

Although the SVMs and LogitBoost classifiers generally
make true positive and true negative classifications with higher
certainty (i.e. low normalised entropy) than for the GPC
variants, they are also more confident when making mistakes
(an example of this is also shown in Fig. 1).

The GPC-based classifiers (IVM, non-linear and linear
GPCs) behave very similarly to each other, and perform the
best in terms of making mistakes with very high uncertainty.
The price paid for this more realistic assessment of the
classification output is a reduction in correct classifications
above the normalised entropy threshold. Note that this does
not mean that subsequent samples are misclassified. It only
implies that some other remedial action might be taken —
for example obtaining label confirmation from a human or
gathering otherwise additional data to aid disambiguation.

The DP and KITTI data sets are noticeably more challeng-
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The non-linear SVM performs best in terms of F1 measure
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precision. The GPC-based classifiers all have commensurate
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of introspection can impact classification performance when
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dence, with one graph per data set. Specifically, we show the
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uncertainty threshold. First we note that when classifications
are accepted at any level of uncertainty (i.e. up to and including
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certainty (i.e. low normalised entropy) than for the GPC
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(an example of this is also shown in Fig. 1).

The GPC-based classifiers (IVM, non-linear and linear
GPCs) behave very similarly to each other, and perform the
best in terms of making mistakes with very high uncertainty.
The price paid for this more realistic assessment of the
classification output is a reduction in correct classifications
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not mean that subsequent samples are misclassified. It only
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for example obtaining label confirmation from a human or
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(c) KITTI

Fig. 13: Errors contained in central regions of varying sizes
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TLR Daimler Pedestrian KITTI
Classifier Precision Recall F1 Precision Recall F1 Precision Recall F1

IVM 0.995 0.619 0.763 0.956 0.680 0.795 0.950 0.399 0.562
Non-linear GPC 0.977 0.632 0.767 0.959 0.674 0.792 0.933 0.419 0.578
Linear GPC 0.969 0.625 0.760 0.958 0.680 0.795 0.903 0.392 0.547
Non-linear SVM 0.976 0.806 0.883 0.931 0.768 0.842 0.880 0.528 0.660
Linear SVM 0.928 0.738 0.822 0.887 0.738 0.806 0.902 0.425 0.578
LogitBoost 0.972 0.587 0.732 0.965 0.446 0.610 0.871 0.317 0.465

Fig. 5: Performance the detection tasks across data sets for the classifiers.
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Fig. 6: Precision-recall curves for the TLR, Daimler Pedestrian and KITTI data sets (Best viewed in colour.)

ing than the TLR data set, which is likely to be a result of the
variation within the positive class paired with the low number
of positive exemplars in the training set (see Table III).

E. Decision Making

We show how our classifiers perform when we change the
ratio between the cost of a false positive to the cost of a
false negative in Figures 10a, 11a, and 12a for the three data
sets. We set the cost of a false positive as 1, and increase
the cost of a false negative. The costs for true decisions are
0. We choose the action which minimises the expected loss,
as per Equation (5). The graph on the top left shows the
number of correct decisions made by each classifier, and the
graph on the top right shows the total cost of the actions.
The primary concern on these graphs is smoothness. Because
we will be continuously evaluating our classifiers on real-
world data, we need them to take decisions consistently and
predictably, which is represented by gradual changes in the
curves. Ideally we would like a classifier to be as low as
possible on the top right graph for each data set.

Comparing the classifiers across the data sets, we can
make the following observations. The GPC-based classifiers
are consistently smooth in the top left graph, and the total
cost is consistently low in the top right graph. These are
both desirably characteristics, and indicate that these classifiers
have introspective qualities. The LogitBoost and linear SVM
classifiers consistently makes catastrophic mistakes, resulting
in very high costs across all three data sets, while the non-
linear SVM exhibits this behaviour in two of the three data
sets.

The subsequent sets of four plots in 10b, 11b, and 12b
show a compromise between the two graphs in 10a, 11a, and
12a for four values of the ratio between the costs. There
is a trade-o↵ between not wanting to make an expensive
mistake, and always choosing the ‘safe’ option with excessive
cautiousness. The x-axis indicates confidence, which we define
as the proportion of the classifications in order of increasing
uncertainty. For instance, if the top 50% of all classifications
are correct, they incur no cost, and so there will be a point
at (50,0) on the cost-confidence graph. It is desirable for a
classifier to be close to the bottom right hand corner of a cost-
confidence graph, indicating that when taking into account all
the classifications, we still incur no cost. Making mistakes with
high confidence will push a classifier’s curve into the top left
corner.

The steady-state cost of 104 in many of these graphs is a
result of the classifier always choosing the stop action, thus
incurring a cost of 1 per false positive for each of the 104

negatives in the test sets. It is desirable for a classifier to reach
this steady-state, because by setting the ratio of the costs to be
large, we are e↵ectively forcing a behaviour which imposes
such a high cost on the go action, should it be incorrect, that
the classifiers should always choose the safe stop action. If
we set the ratio to 1, all classifiers will choose stop unless
P(C) = 0.

A further indication that the GPC-based classifiers are more
introspective than the other commonly-used classifiers used in
this paper is that a greater proportion of the errors are made
with high uncertainty. In Figure 3c we suggest that the number
of mistakes should peak when P(C) is near 0.5, so in Figure
13 we plot the proportion of errors contained in the central

What about the precision and recall?
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Fig. 7: Cumulative frequency plots of classification confusion (true positives, true negatives, false positives, and false negatives)
against normalised entropy. The classifiers have been trained on 50 tra�c lights against 500 background patches, and tested on
11,000 instances in the same 1:10 ratio. Note that lower normalised entropy implies more certainty in classification. A more
introspective classifier is one that exhibits higher uncertainty (as witnessed by larger normalised entropy in its output) when
processing di�cult instances. Consequently, class decisions on output above a given normalised entropy threshold are deferred
since the output is deemed ambiguous. This is desirable since a single bad decision can have disastrous consequences. (Best
viewed in colour.)

region, as the half-size of the region increases from 0 to 0.5.
We would expect the green curve in Figure 3c to correspond
to a steeper curve in Figure 13. We see that for all three data
sets, the curves for the GPC-based classifiers are steeper than
those for the SVM-based and LogitBoost classifiers.

VI. Discussion

We note that the GPC-based classifiers are by no means
perfect in terms of introspection, and we believe that the
marginalisation over the space of feasible classification models
is required but not su�cient for perfect introspection.

Talk about the random forest
[HG: Some AL to be discussed?]F
[HG: 3 or 4 main themes]

F
[HG: Further work]

F

VII. Conclusions

This work demonstrates how performance metrics tradi-
tionally used in machine learning for classifier training and
evaluation may be insu�cient to characterise system perfor-
mance in a robotics context, where a single misjudgement can
have disastrous consequences. To remedy this shortcoming, we
propose the concept of introspection: the ability to mitigate

potentially overconfident classifications by a realistic assess-
ment of predictive variance. Our experimental results imply
that, despite commensurate performance as measured by more
conventional metrics, GPC-based classifiers possess a more
pronounced introspective capacity than other classification
frameworks commonly employed in robotics. We attribute this
to their accounting, at test time, for predictive variance over
the space of feasible classification models. This is in con-
trast to other commonly employed classification frameworks
which often only consider a one-shot (ML or MAP) solution.
GPCs appear therefore better suited than the other frameworks
investigated to applications where a realistic assessment of
classification accuracy is required. Crucially, this includes
many decision-making problems commonly encountered in
robotics.
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Overfitting

• Cross-validation 
• Regularisation 
• Pruning 
• Bayesian priors 
• Ensemble methods −5 −4 −3 −2 −1 0 1 2 3 4 5
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Features!

Pixel intensity

Templates

HOG
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Parametric vs non-parametric classifiers
Confusing words to describe two types of classification 
frameworks

Parametric!
• Choose a model for the data 
• That model changes depending on parameters used 
• That model is used in lieu of the data

Non-parametric!
• Let the data do the talking 
• Can have parameters, but typically they are less crucial 


